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Outline of today's content

2PC, and how to handle partial failure
The issue of 2PC: does not support availability by default
Supporting availability & consistency (linearizability)

e Approach #1: Primary-backup replication
e Approach #2: Paxos & Multi-Paxos — the next lecture



Motivating case: Multi-site transaction

Coordinator sends multiple operations (e.g., | deposit ) to different servers to execute one
transaction

e They use RPCs to send requests to the server to execute transaction

& T &(bank, accts, amt):

Coordinator BTH for acct in accts:

deposit(bank, acct, amt)
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Motivating case: Multi-site transaction

Coordinator sends multiple operations (e.g., | deposit ) to different servers to execute one
transaction

e They use RPCs to send requests to the server to execute transaction

& L% (bank, accts, amt):

Coordinator BTH for acct in accts:
\ \ deposit(bank, acct, amt)
Server 0 :‘ ¢

deposit("Alice") \

Server 1 :“ : deposit("Zack") +

T

What if one server commits and the other aborts?




Goal: all sites either all commit or all abort,

under partial failure!



Multi-site transactions under two-phase commit

Idea: the coordinator is responsible for committing all the TXs, but not others

 The method: By sending RPCs or Messages to all the other servers

e Those servers are the workers: the A-M and N-Z servers below

client
coordinator \ /
A-M server \/ \
N-Z server

assume all parts of the transactions prior to commit have happened
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Multi-site transactions under two-phase commit

Idea: the coordinator is responsible for committing all the TXs, but not others

 The method: By sending RPCs or Messages to all the other servers
e Those servers are the workers: the A-M and N-Z servers below

commit prepare commit

OK
client

\ / commit pomt
coordinator \ /
A-M server \ %/ X /
N-Z server

assume all parts of the transactions prior to commit have happened



Recall: the commit point in a single-site transaction

Assuming the redo-only logging for simplicity

Buffer the updates in memory; one log entry makes them durable & atomic

e So commit point is one local disk write: the entry reaching the disk

X9 |

log (disk)
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Recall: the commit point in a single-site transaction

Assuming the redo-only logging for simplicity

Buffer the updates in memory; one log entry makes them durable & atomic

e So commit point is one local disk write: the entry reaching the disk

commit point
X9 | | ®

8 b=12 l

entry: a=8, b=12

log (disk)

a=8b=12



Why is it the commit point? Because we can recover afterward

After a reboot, the log alone decides

e A complete entry on disk: replay it. No entry: the transaction never happened

case 1: crash before the log entry

TX9 | I

log (disk)



Why is it the commit point? Because we can recover afterward

After a reboot, the log alone decides

e A complete entry on disk: replay it. No entry: the transaction never happened

case 1: crash before the log entry

TX 9 | I X

log (disk)



Why is it the commit point? Because we can recover afterward

After a reboot, the log alone decides

e A complete entry on disk: replay it. No entry: the transaction never happened

case 1: crash before the log entry reboot & recover

TX 9 | I X

no entry in the log
log (disk)

bank file untouched



Why is it the commit point? Because we can recover afterward

After a reboot, the log alone decides

e A complete entry on disk: replay it. No entry: the transaction never happened

case 2: crash after the log entry

commit point

TX 9 | I [ X

8 b=12 l

entry: a=8, b=12

log (disk)



Why is it the commit point? Because we can recover afterward

After a reboot, the log alone decides

e A complete entry on disk: replay it. No entry: the transaction never happened

case 2: crash after the log entry reboot & recover
commit point
X9 | | [ x
=8 b=12 l :
complete entry in the log
log (disk) :

entry: a=8, b=12 l replay

a=8b=12



Question: is single-site logging enough for 2PC

under partial failure?
Under 2PC, the system can partially fail in multiple

ways



Failure: lost prepare
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Failure: lost prepare

commit prepare prepare
client asks phase 1 timeout; resend
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Failure: lost prepare

commit prepare prepare
client asks phase 1 timeout; resend

CHIEINT -y g >

commit point

coordinator

A-M server
deposit Alice

N-Zserver -------oooooooome M >
deposit Zack

Time ——



Failure: lost prepare

commit prepare prepare commit
client asks phase 1 timeout; resend phase 2 OK
ClIENT -y g >
commit poir/
coordinator - N gl R g @ >

A-Mserver ---------oo Ve e RS PR N >
deposit Alice

N-Zserver ----------ooooooee M e >
deposit Zack

Time ——



Failure: lost prepare

commit prepare prepare commit
client asks phase 1 timeout; resend phase 2 OK

client \ -------------------------------------------------------------------------------------------------------------------------- >
coordinator ------ - \ / ------------------------------------------------------------------- N g >
A-M server ------oooee W e NS SR N >

deposit Alice

N-Zserver -------ooooome M e >
deposit Zack

Time ——

Handled: timeout & resend




Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

client \ /
coordinator \ /
A-M server

N-Z server

redo log

redo log
no COMMIT
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Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare
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Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare

client
\ / \ YES x 2
coordinator \ /
A-M server ]

N-Z server

redo log
no COMMIT



Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

client

coordinator

A-M server

N-Z server

\

\/

commit

/ N\

redo log
no COMMIT

12

prepare

YES x 2



Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare restart

local recovery
client
\ / \ YES x 2
coordinator \ /
A-M server ]

N-Z server ] ¥ Ej
redo log log intact

no COMMIT




Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare restart

local recovery
client
\ / \ YES x 2
coordinator \ /
A-M server ]

N-Z server ] ¥ @
redo log no COMMIT

no COMMIT




Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare restart

local recovery
client
\ / \ YES x 2
coordinator \ /
A-M server ]

N-Z server ] ¥ @
redo log discard TX

no COMMIT ABORTED




Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12

commit prepare restart

local recovery
client
\ / \ YES x 2
coordinator \ /
A-M server ]

N-Z server ] ¥
redo log log éleared
no COMMIT ABORTED




Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

client

coordinator

A-M server

N-Z server

\

\/

commit

/ N\

redo log
no COMMIT

12

prepare

YES x 2

restart
local recovery

CO@MT

log cleared
ABORTED



Failure: worker failure during prepare

Counterexample: redo logging without PREPARED recovery

@ 12 ©

commit prepare restart commit
local recovery

client
\ / \ YES x 2
coordinator @l
(e70) IT

A-M server \/ ]
redo log COMMITTED
N-Z server ] ¥

redo log log éleared
no COMMIT ABORTED

Coordinator: COMMIT; recovered worker: ABORTED




Question: how does a worker recover after a failure?

Can a worker individually decide to commit?



Multi-site atomicity

Principles:

» Following the coordinator's decision (one node makes the decision)

» Log sufficient state to tolerate failures (e.g., the coordinator's decision), because single-site
log is insufficient

Coordinator (makes the decision & maintains the state)

e Collect an ABORT, or nothing before the timeout: ABORT or retry

e Collect all COMMIT: then COMMIT

Workers passively react to the coordinator's actions
e If no message is sent from the coordinator, just wait
e When receive COMMIT: then COMMIT

Commit point: the coordinator made a decision + log the decision




What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point
client /

coordinator \ /

A-M server \ \

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

commit

client \ / \
coordinator \ /
A-M server \

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

commit prepare

client \ / \
coordinator \ /
A-M server \

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

commit prepare

client \ / \
coordinator \ /
A-M server
PREPARED

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

commit prepare

client \ / \
coordinator \ /
A-M server
PREPARED

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

commit prepare

client

commit point

\\ ; \ [\

A-M server
PREPARED

N-Z server



What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back
e Coordinator: the decision, before sending it out — that write is the commit point
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What two-phase commit adds to the log
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What two-phase commit adds to the log

Each site logs to its own disk before it sends the message that depends on it

» Worker: PREPARED plus its updates, before voting yes — a reboot cannot take it back

e Coordinator: the decision, before sending it out — that write is the commit point

client

coordinator

A-M server

N-Z server

commit

\\/\/\

prepare

commit

OK

»
commit point//

PREPARED

COMMIT

COMMITTED
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Missing a vote: abort preserves atomicity

commit prepare

client \ / \
coordinator \ /
A-M server >4

othing logge

N-Z server E@R
PR ED
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Missing a vote: abort preserves atomicity

o 2 ©

commit prepare abort
ABORT
client v
\ / \ timeout
coordinator
\ / A T
A-M server >4
othing logge

N-Z server E@R @
PR ED AB ED

11



Missing a vote: abort preserves atomicity

client

coordinator

A-M server

N-Z server

o 2]

commit prepare
client asks phase 1

NN e |
__________ Vol

deposit Alice

deposit Zack PRE@:\ED

PREPARED is not COMMITTED:
both sites abort, preserving multi-site atomicity




More failure cases: lost commit message
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More failure cases: lost commit message
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More failure cases: lost commit message

client

coordinator

A-M server

N-Z server

commit prepare commit
client asks phase 1 phase 2

deposit Alice

deposit Zack

Handled: timeout & resend
but A-M is blocked until it hears

commit

OK timeout; resend

.................................................................................................................................. >
\ _______ / ____________________________________________________________________________________________________ i
__________ \

blocked

Time ——

12



Failure: worker failure during commit

o 2/ ©

commit prepare commit

client /
\ / \ commit point
coordinator
\ /‘ oMM
A-M server

N-Z server P4
PR ED

13



Failure: worker failure during commit

commit prepare commit tx? / commit
client asks phase 1 phase 2 OK after reboot

client \ -------------------------------------------------------------------------------------------------------------------------- >
coordinator ------ - \ / ----------------------------------------------------
A-Mserver ---------oo Ve e e AL RSl N >

deposit Alice

N-Z server - EEREEEEEEEEEEEEEEEEEECEEELEEEEERERERE - - - - - <[ === - === - === -~
deposit Zack

Time ——

Recover into PREPARED, then ask the coordinator for the decision

13



Failure: coordinator failure during prepare
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Failure: coordinator failure during prepare
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Failure: coordinator failure during prepare
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commit prepare
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A-M server
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Failure: coordinator failure during prepare

client

coordinator

A-M server

N-Z server

\

\/

commit

[\

2/

prepare

no decision logged

X

blocked

restart

14



Failure: coordinator failure during prepare

commit prepare abort
client asks phase 1 no decision, so abort
CHIONE -y (e >
\ no decision logged
coordinator -+ Mg gL ERIS IR SEEH B I >
\ / restart
A-Mserver ----oocooeee b e RS
deposit Alice blocked

N-Zserver ----------ooovooee M e W
deposit Zack

Time ——

No decision on disk: abort
but both workers block until the coordinator returns

14



Failure: coordinator failure during commit

o 2/ ©

commit prepare commit

client
\ / \ commit point
coordinator )(
\ / o |\
A-M server p,m
TED

CcoO

OK

N-Z server
blocked

15



Failure: coordinator failure during commit

o 2/ ©

commit prepare commit commit
OK resend from log
client
\ commit point
coordinator
\ / restart
A-M server
CO TED
N-Z server

blocked

COMMIT on disk: recovery must complete the commit, not abort

15



Extension to single-cite atomicity methods

2PL (two-phase locking)
o 2PL: each low-layer TX cannot release its lock until the high-layer TX decides to commit

OCC: the validation & commit phases are done by the coordinator

Logging
e Nearly identical, except that the coordinator needs to log the decision, and the low-layer TX
needs to mark a partial-checkpoint state

Checkpoint
e Cannot reclaim the log of a transaction in a PREPARED state

e The solution is simple: record the entry in the checkpoint record

16



Summary of two-phase commit

Two-phase commit allows us to achieve multi-site atomicity: transactions remain atomic even
when they require communication with multiple machines (partial failure)

In two-phase commit, failures prior to the commit point can be aborted. If workers (or the

coordinator) fail after the commit point, they recover into the PREPARED state, and complete
the transaction

Remaining challenge: availability under coordinator failures

* Following the coordinator's decision simplifies achieving multi-site atomicity, but what if the
coordinator crashes for a long time?

e We will see how to make the coordinator available in the rest of this lecture

17



Case study: an e-commerce site with two zones

Two zones sell the same items: each zone keeps a replica of the stock

What C and A mean for this store
e Consistency: every user sees the actual stock (not “1 left” when it is O)

e Availability: every order gets a response, success or failure

US zone Europe zone

1 M

] L]
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Case study: an e-commerce site with two zones

Two zones sell the same items: each zone keeps a replica of the stock

What C and A mean for this store
e Consistency: every user sees the actual stock (not “1 left” when it is O)

e Availability: every order gets a response, success or failure

US zone Europe zone

ma e X ] m

fl 1
] L]

Question: the link between the zones breaks. Can we still keep both C and A?




Another system challenge: network partition

A network partition refers to network decomposition into relatively independent subnets

Can happen when switches fail or are taken offline for upgrades

e For example, suppose the datacenter adopts a fat-tree topology

Pod O Pod 1 Pod 2 Pod 3



Another system challenge: network partition

A network partition refers to network decomposition into relatively independent subnets

Can happen when switches fail or are taken offline for upgrades

e For example, suppose the datacenter adopts a fat-tree topology

subnet1 subnet 2
() X)
\
\
\

\

LX)

i
1
1
1
1
i

Pod O Pod 1 Pod 2 Pod 3



Another system challenge: network partition

Can even happen when being attacked by sharks

Network partition is usually a reality

e You can never count on the network connectivity

1 Source: Slate, Shark attacks threaten Google's undersea internet cables, 2014, https://slate.com/technology/2014/08/shark-attacks-threaten-google-s-undersea-internet-cables-video.html
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The CAP theorem

It is impossible for a distributed system to provide all three at the same time
e Consistency (all replicas act like a single copy: linearizability, all-or-nothing, ...)
e Availability (every request receives a response about whether it succeeded or failed)

e Partition tolerance (the system keeps operating when network partition happens)

The famous slogan is “2 out of 3", but P is a fact, not choice

e You can never count on network connectivity: partitions are a fact of life

Question: a partition happens — what exactly stops us from keeping C and A?

20



First, we clarify what we mean by availability

Availability: every request gets a reply — and gets it within a deadline

e The deadline comes from the service's SLO (service level objective), which is typically defined
by both the application and the service provider

V/inthne

user \ /
server

deaaﬁne



First, we clarify what we mean by availability

Availability: every request gets a reply — and gets it within a deadline

e The deadline comes from the service's SLO (service level objective), which is typically defined
by both the application and the service provider

Vi g . .
user \ in time : | X too late
server

Why is it important? a late reply is no reply: the user has already left

-

deaélline deaélline

e So there is also the notion of goodput, i.e., the achieved throughput whose latency falls
within the SLO

21



Analysis: why can't we keep both C and A? (An informal argument)

Suppose a network partition happens during the operation

US user
US zone x 1
Europe zone x 1

Europe user
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Suppose a network partition happens during the operation

US user

US zone

Europe zone

Europe user

x 1

x 1

network partition ——m—m—m —mmme——mm™ ————™ @ —
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Analysis: why can't we keep both C and A? (An informal argument)

Suppose a network partition happens during the operation

US user

US zone

Europe zone

Europe user

x 1

x 1

buy()

\

network partition ——m—m ——mmme——mm@™ ———™ @ —
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Analysis: why can't we keep both C and A? (An informal argument)

Suppose a network partition happens during the operation

US user

US zone

Europe zone

Europe user

x 1

x 1

buy() replicate

blocked

network partition W
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Analysis: why can't we keep both C and A? (An informal argument)

Suppose a network partition happens during the operation

@ 2
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ﬁ
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@ 2 ©

buy() replicate sold buy()

US user

US zone

Europe zone

Europe user

x 1

x 1

blocked

4

\ /

network partition A(‘\

ﬁN

N
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Analysis: why can't we keep both C and A? (An informal argument)

Suppose a network partition happens during the operation

@ 2 ©

buy() replicate sold buy()
blocked

US user \ / v
US zone x 1
network partition Af\/\ﬁ/—\/—\
(b) wait ' deadline

Europe zone x 1 m e e S e b e s
(a) answer now :
- 1
sold twice '
Europe user X

too late

Either way, we sacrifice one property!
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Analysis: what do we give up during a partition?

One item left globally. The zones cannot communicate; each receives an order.

AP CP

Keep serving Pause one zone

|j US zone }X{ Europe zone j E US zone }X‘E Europe zone j

v v } }

Order 1 Order 2 Order 1 Order 2
Confirmed Confirmed Confirmed Service paused
Oversold: C lost No overselling; A lost

Service paused is not “sold out”: this zone cannot safely complete the order.
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Our current 2PC is a CP protocol

2PC chooses C over A: a transaction never half-commits, whatever fails

And it trades A: waiting is inevitable if the coordinator fails

But if the network partition does not happen (or is short-lived), can we achieve both C and A?

For example: 2PC now trades A even no network partition (e.g., coordinator failures)

How to achieve (high) availability? Replication!
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Replication is everywhere

Replicate a data/service multiple times

Cases we have seen so far
e GFS in distributed file system, ChatAPP

For performance
e Higher throughput: replicas can serve concurrently

e Lower latency: cache is also a form of replication, and requests can be spread across replicas

For fault tolerance

e Maintain availability even if some replicas fail

25



Challenge: inconsistency due to reordered operations

S1

C1

C2

S2
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Challenge: inconsistency due to reordered operations

s1 (x=2] [ x=1

write(x = 1)
C1

write(x = 2)
©z \

s2 (et
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Challenge: inconsistency due to reordered operations

s1 (x=2] [ x=1

write(x = 1)
C1

write(x = 2)
©z \

52 (x=1])[x=2
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Challenge: inconsistency due to reordered operations

S1

write(x = 1)
C1

write(x = 2)
C2

S2

final: x = 1

final: x =2

26



Question: do replicas see the same operation order?

Requests sent to different servers can arrive in different order

e How do we ensure the servers remain consistent?

Optimistic Replication (e.g., eventual consistency)
o Tolerate inconsistency, and fix things up later

e Works well when out-of-sync replicas are acceptable

Pessimistic Replication (e.g., primary-backup for linearizability discussed before)
e Ensure strong consistency between replicas

e However, we have not discussed how to provide availability yet

Question: which replication is desirable for 2PC?
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Replicated state machine (RSM) for pessimistic replication

Replicated state machine (RSM): A general model to simplify consistent replicas of a server:

e Each replica is modelled as a state machine
e Suppose we ensure all replicas receive the same operations (including their order)

e Assuming each operation is deterministic, then all replicas must be in the same state

( Client ]

S1§ 5

n
o |
|

of
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Replicated state machine (RSM) for pessimistic replication

Replicated state machine (RSM): A general model to simplify consistent replicas of a server:

e Each replica is modelled as a state machine
e Suppose we ensure all replicas receive the same operations (including their order)

e Assuming each operation is deterministic, then all replicas must be in the same state

(o )— NS - S

S1|j 5 » 6 » 12
32|j 5 » 6 » 12
33|j 5 » 6 » 12




Primary-backup model revisited

One server is responsible for ordering inputs received from clients

Primary does important stuff
e Ensures that it sends all inputs to the backup before ACKing the ops
e Chooses an ordering for all operations, so that the primary and backup agree (i.e., one writer)

e Decides all non-deterministic values (e.g., random(), time())

It can also recruit new backups after servers fail, but needs to take care (see later)

Primary-backup can trivially support linearizability,
but it (our current version) does not support availability
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What if the primary fails?

Idea 1: Have human/agent decide when to switch from primary to backup
* A human is reasonable for a small web service, but not at large scale

e Agents cannot guarantee success

Idea 2: Monitor (a computer program, not driven by Al) automatically switches the primary
e The monitor only watches the primary (via heartbeats); clients still write the primary directly

* More challenging than you might think, e.g., split brain
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Primary-backup model with availability: the first try

S1

S2
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Primary-backup model with availability: the first try

write
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Primary-backup model with availability: the first try

write

.\
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Primary-backup model with availability: the first try

1 (2]
write ping

C

M 4

.\
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Primary-backup model with availability: the first try

C

M

S1

(crashed)

S2

write

\/

L2

ping

A <
Saflvat
e ¢

primary fails
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Primary-backup model with availability: the first try

(@ 2 3
write ping no ping
S1 is dead
C
M

bR
& & (%X (X

S1 X
(crashed) \ / primary fails
S2
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Primary-backup model with availability: the first try

(1 2 © O
write ping no ping M — S2
S1 is dead
C
M

L
& &) (X (X

S1 / o K
(crashed) \ / primary fails
S2

(primary)

attempt: M watches the primary with heartbeats
and appoints the next one — it is not on the write path
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Primary-backup model with availability: the first try

o 2 © 0 O

write ping no ping M—S2  primary?
S1 is dead

C \
M 4

S1 X
(crashed) \ / primary fails
S2

(primary)



Primary-backup model with availability: the first try

o 2 © 0 O

write ping no ping M—S2  primary?
S1 is dead

M 4

S1 X
(crashed) \ / primary fails
S2

(primary)
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Primary-backup model with availability: the first try

(1 2 © O © O
write ping no ping M—S2  primary? write
S1 is dead

C \/
M <
& & X X

S1 / o K
(crashed) \ / primary fails
S2

(primary)

attempt: M watches the primary with heartbeats
and appoints the next one — it is not on normal path execution
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Multiple monitors under a network partition

C1

M1

S1

S2

M2

C2
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Multiple monitors under a network partition

C1

M1

S1

S2

M2

C2

write(x = 1)

N/
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Multiple monitors under a network partition

write(x = 1) ping
C1
M1 «
&
S1 \ / '/ v
S2
el
M2 X
C2
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Multiple monitors under a network partition

write(x = 1) ping
C1
M1 P
&
S1 ¢ v
\ / \\\‘ partition = ~~—— ~~—— — S
s2
Nt
M2 X

C2



Multiple monitors under a network partition

C1

M1

S1

S2

M2

C2

write(x = 1)

N/

2

ping

“
&7

| N . AN /
. partition "&—gfé‘

©

ping
M1 yes, M2 no

o

Naf

o

|
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Multiple monitors under a network partition

C1

M1

S1

S2
(primary)

M2

C2

write(x = 1)

N/

2

ping

“
&7

| N . AN /
. partition "&— ~—

&
|

©

ping
M1 yes, M2 no

o

Naf

write(x = 2)

/
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Multiple monitors under a network partition

C1

M1

S1

S2
(primary)

M2

C2

write(x = 1)

N/

2

ping

“
&7

| N . AN /
. partition "&- ~———

&
|

ping
M1 yes, M2 no

o

Nat

write(x = 2)

/
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Multiple monitors under a network partition

C1

M1

S1
(primary)

S2
(primary)

M2

C2

write(x = 1)

N/

2

ping

“
&7

ping
M1 yes, M2 no

o

Nat

write(x = 2)

5/

write(x = 3)

| ‘ g\/v Phl
\\\ pal‘tltion — —

&
|

/
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Multiple monitors under a network partition

write(x = 1) ping ping write(x =2)  write(x = 3)
replicated to S2 S1 — M1, M2 M1 yes, M2 no S2 takes over  S1 alone

................................................................................................................................ >

M1 and M2 appointed different primaries;
S1 and S2 are no longer consistent
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View Server: one server to decide who is the primary

The view server keeps a table that maintains a sequence of “view” (One-writer rule)

e Each view contains view number, primary server, and backup servers

Clients ask the view server who is primary, cache it, then contact the primary

VS

S1
S2

S3
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S1 [ primary ]
S2 [ backup ]
S3
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S3
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e Each view contains view number, primary server, and backup servers

Clients ask the view server who is primary, cache it, then contact the primary
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S3 [ backup ]
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View Server: one server to decide who is the primary

The view server keeps a table that maintains a sequence of “view” (One-writer rule)

e Each view contains view number, primary server, and backup servers

Clients ask the view server who is primary, cache it, then contact the primary

VS [ view 1: S1, S2 ] [ view 2: S2, -- J [ view 3: S2, S3 J [ view 4: S3, S1 ]
fails restarts
S1 [ primary D( I [ backup ]
fails
S2 [ backup I primary b(
S3 [ backup I primary ]

Only the view server can decide who is the primary now
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Question: can the view server prevent two primaries

from serving at the same time?



Question: can two servers simultaneously become primaries?

VS

S1

S2

view 1: S1, S2
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network partition
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S2

34
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ping no ping
VS deems S1 dead

C

network partition

VS[ view 1: S1, S2 ] 4«

<
<v X X
=
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Question: can two servers simultaneously become primaries?

o 2/ ©

ping no ping view 2
VS deems S1 dead

C

network partition

VS[ view 1: S1, S2 ] 4«

<

[ view 2: S2, -- ]

.. S &
(primary) &7
S2 '
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Question: can two servers simultaneously become primaries?

o 2/ © o

ping no ping view 2 write
VS deems S1 dead

C

network partition

VS[ view 1: S1, S2 ] 4«

4

[ view 2: S2, -- ]

. & &
(primary) &7
S2 '
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Question: can two servers simultaneously become primaries?

o 2/ © o

ping no ping view 2 write
VS deems S1 dead

C

network partition

VS[ view 1: S1, S2 ] 4«

<
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S1 :
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S2
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Question: can two servers simultaneously become primaries?

o 2/ © o

ping no ping view 2 write
VS deems S1 dead

C
network partition

VS[ view 1: S1, S2 ] « < [ view 2: 82, -- ]

= § X X

’ I’I \/' \/'
S1 / 'll :CJ ICJ

(primary) &\Jv \

S2

Yes, it can happen. So how to prevent split brain?
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Rules for handling two live primaries

Primary must wait for backups to accept each request

o A backup accepts a request if it is in the same view of the primary

Non-primary must reject direct client requests

C cached: S1

VS

S1 view 1

S2 view 1
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view 2
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VS [ view 2: S2, -- ]
§ network partition
S1 , view 1 |
(primary)
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Rules for handling two live primaries

Primary must wait for backups to accept each request

o A backup accepts a request if it is in the same view of the primary

Non-primary must reject direct client requests

C [ cached: S1 ]

VS

S1
(primary)

S2

[ view 2: S2, -- ]

network partition

view 1

view 1

2/

write (view 1)
S2 rejects: wrong view

viewa
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Non-primary must reject direct client requests

o 2/

view 2 write (view 1)
S2 rejects: wrong view

C [ cached: S1 ]
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§ network partition
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S2 view 1 view 2
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S2 rejects: wrong view

\

ejec1:
view 2

view 1 # view 2

35



Rules for handling two live primaries

Primary must wait for backups to accept each request

o A backup accepts a request if it is in the same view of the primary

Non-primary must reject direct client requests

o 2/ ©

view 2 write (view 1 primary?
S2 rejects: wrong view

)

C [ cached: S1 ] \
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o A backup accepts a request if it is in the same view of the primary

Non-primary must reject direct client requests

o 2/ © 4

view 2 write (view 1 primary? write (view 2)
S2 rejects: wrong view

)

C [ cached: S1 ] \ /

VS [ view 2: S2, -- ]
g network partition

S1 , view 1 |
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Rules for handling two live primaries

Primary must wait for backups to accept each request

o A backup accepts a request if it is in the same view of the primary

Non-primary must reject direct client requests

view 2

C [ cached: S1 ]

VS

S1
(primary)

S2

[ view 2: S2, -- ]

network partition

view 1

view 1

2/

write (view 1
S2 rejects: wrong view

)
ejec1:
view 2

view 1 # view 2

© 4

primary? write (view 2)

Y
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Consider S1 partitioned from the VS

Before S2 hears about view 2:

e S1 can process operations from clients, S2 will accept forwarded requests (because they are
all on view 1)

o S2 will reject operations from clients who have heard about view 2

After S2 hears about view 2:

e If S1 receives client requests, it will forward. S2 will reject (not ACK), so S1 can no longer act
as primary

e S1 will send an error to the client, the client will ask VS for the new view, learn about view 2,
and re-send to S2

The commit point of switch-over:

e When S2 hears about view 2

36



Question: how many backups must ack before the primary replies?

Waiting for all backups sounds bad

o Why? The more replicas there are, the more likely that some backup has failed

Goal: if the request is acked to the client, the request must persist after the primary & backup
failures

To achieve so, we need to enforce some rules on which backup can become the primary

37



Question: which backup becomes the primary?

C
VS
s1 (1]
s2 1]
s3 1]

log1:x«— 1;log2: x «— 2
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Wg 2
C
VS
S1 1 2
S2 1
S3 1
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Question: which backup becomes the primary?

W32
C
VS
S1 1 2
cw N
S3 1
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Question: which backup becomes the primary?

W32
C
Vs
s1 (1 2
s2 (3 \@/
s3 (1

log1:x«— 1;log2: x «— 2



Question: which backup becomes the primary?

write 2
OK
C
VS
S1 1 2 \ /
s2 -1 \X@
S3 1

log1:x«— 1;log2: x «— 2



Question: which backup becomes the primary?

write 2
OK

C
VS
S1 1 2 X

(crashed) \ / primary fails

s2 - (1 (2)
S3 1

log1:x«— 1;log2: x «— 2
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Question: which backup becomes the primary?

VS
S1
(crashed)

S2

S3

1

write 2
OK

2/

no ping
S1 dead

X X

X
\ / primary fails
(2]

log1:x«— 1;log2: x «— 2
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Question: which backup becomes the primary?

VS
S1
(crashed)

S2

S3

1

o 2/

write 2 no ping
OK S1 dead

X X

X
\ / primary fails
2] 12)

log1:x«— 1;log2: x «— 2
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Question: which backup becomes the primary?

VS
S1
(crashed)

S2

S3

write 2

> N\

1

log1:x«— 1;log2: x «— 2

2/ ©

no ping view 2
OK S1 dead choose S3

[ view 2: S3, S2 ]
X X

X

primary fails

(1]2]

38



Question: which backup becomes the primary?

C

VS

S1
(crashed)

S2

S3
(primary)

1

o 2/ ©

write 2 no ping view 2
OK S1 dead choose S3
[ view 2: S3, Sg ]

X X

X
\ / primary fails
2] 12)

log1:x«— 1;log2: x «— 2
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Question: which backup becomes the primary?

C

VS

S1
(crashed)

S2

S3
(primary)

1

o 2/ © O

write 2 no ping view 2 read X
S1 dead choose S3
OK
[ view 2: S3, Sg ]

X X

X
\ / primary fails
2] 12)

log1:x«— 1;log2: x «— 2
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Question: which backup becomes the primary?

write 2 no ping view 2
ack after 1 backup OK S1 dead choose S3

(client)

VS ..........................................................................
(view server)

S1 |1 gl
(crashed)

S2 |1
(backup)

83 - [T] G N

(Primary) 155 1: x — 1; log 2: x — 2

Partial ACKs + a stale primary:
an acknowledged write is missing after failover
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Question: when is a write reliable?

c
VS
s1 (1]
s2 (1]

S3 1
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Question: when is a write reliable?

Wg 2
C
VS
S1 1 2
S2 1

S3 1




Question: when is a write reliable?

write 2

VS
S1 1 2 \
S2 1 2

S3 1




Question: when is a write reliable?

write 2

VS
S1 1 2 \ /
s2 -1 (2)

S3 1




Question: when is a write reliable?

VS

S1

S2

S3

write 2

> N\
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Question: when is a write reliable?

VS
S1
(crashed)

S2

S3

write 2

1 2 X
\ / primary fails
1 (2]
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Question: when is a write reliable?

VS
S1
(crashed)

S2

S3

o 2/

write 2 no ping
S1 dead

X X

1 2 X
\ / primary fails
1 (2]
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Question: when is a write reliable?

VS
S1
(crashed)

S2

S3

o 2/ ©

write 2 no ping latest?
S1 dead only S3 replies

X X

1 2 X
\ / primary fails
1 (2]
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Question: when is a write reliable?

(client)

VS
(view server)

S1 -

(crashed)

S2 -

(backup)

S3 -

(backup)

write 2 no ping latest?
ack after 1 backup S1 dead only S3 replies

primary fails
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Question: when is a write reliable?

(client)

VS
(view server)

S1 -

(crashed)

S2 -

(backup)

S3 -

(primary)

write 2 no ping latest? view 2
C got OK S1 dead

ack after 1 backup

only S3 replies write 2 lost

primary fails

acked to C, yet lost: the backups written to
and the backups asked do not overlap
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Quorum

Simplified assumption: there is only one writer (e.g., primary)

e Goal: the reader reads the write if the writer returns OK

Define separate read & write quorums: 0, & (),
¢ QT - Qw > Nreplicas (Why7)
o Confirm a write after writing to at least (0, of replicas

o Read from at least ;. replicas, and take the newest version among them

Example
o In favor of reading: Nyepiicas = 9, Qu = 4, Qr = 2
e In favor of updating: Nyeplicas = 5, Quw = 2,Q, =4

 Read from any single replica: Q = Nyeplicas: @r = 1
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Put it all together: the complete data path of primary-backup

1. One server is responsible for ordering inputs received from clients
2. After receiving an input, sync to at least W backups before ack

3. If the primary fails, select R backups, and choose the one with the most up-to-date inputs,
i.e., inputs with the largest sequence number

o R+ W > N (Total number of replicas)

o The primary must collect logs from these backups to form a complete log, and replicate it
to the remaining backups (the recovery process)

Recovery typically completes within 30 ms
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Final issue: what if view server fails?

(primary)
v S1
i
O— A '
O——fe — w
O— ,
1: S1, 82 -
v | s2
(backup)

Now we need Paxos or Raft — covered later
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