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/ pmobject
vmregion

I /' pmobject
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) HIZEEIMIESSE vmspace  (E)

struct {

vmr_list
— vmregionf&zk

— vmspacef &% >vmregion

pgtbl
— TREREME (EfltEi)

locks

— SRR RIS

};

/* List head of vmregion (vmr_list) =/
struct list_head vmr_list;

/* Root page table x/

vaddr_t xpgtbl;

/* The lock for manipulating vmregions x/
struct lock vmspace_lock;

/* The lock for manipulating the page table x/
struct lock pgtbl_lock;

/*

* For TLB flushing:

* Record the all the CPU that a vmspace ran on.
*/

#ifdef CHCORE

u8 history_cpus [PLAT_CPU_NUM] ;

#endif

/* Heap-related: only used for user processes *x/
struct lock heap_lock;

struct vmregion xheap_vmr;

vaddr_t user_current_heap;

/* For the virtual address of mmap */
vaddr_t user_current_mmap_addr;



) HIEERIBLIEX sivmregion

° : b 71 i {

. . ] I
node: EfERIfGvmregion list_head node; /* vmr_list %/
" vaddr_t start;
- start: XidgEIR{\iE size t size;
. vmr_prop_t perm;
- size : KigAK© SIELRIEEE S,
s

« perm: XIFESHITHIR
- pmo: MNNEYIERATE



) IREPRIENT R pmobject

MIEAFZ R R IHT

— BEFZ5vmregion
typedef u64

#define | _AE:H?;E

#define mmﬁ,:g”ﬂ
#define PMO_FILE
#define PMO_SHM

#define PMO_USER_PAGER
#define PMO_DEVICE

struct pmobject {

1 /%
2 /%
3 /%
i / *k
® / b 3

struct radix kradix; /s

paddr_t start;
size t size;

pmo_type_t type;

$ic

lazy allocation %/

immediate allocation x/

file backed x/

shared memory */

support user pager x/

memory mapped device registers x/

record physical pages x/

atomic_cnt refcnt; /% free this pmo when refcnt is @ *4

}:
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- BN EERMEBAR

— PMO_ANONYM: #&FEoEe, —RATHERNSE
— PMO_DATA: 3B HED, EbanRBFinsCiaFnEdsE
— PMO_FILE: 5a]3{4, ZHFFPOSIXimEFREIMmmap
— PMO_SHM: HE=R%E
— PMO_USER_PAGER: FHFPSENMARESE
— PMO_DEVICE: 15Aig%sE, MMIOFIDMA
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. SO Hvmspace
. RECIEESE

. /\@E,;‘
— DNEACABFNZL

=a (H

HYvmregionFITEMNEIpmoject)

—

...



a6l AREREECIEIRIIESE)
- IEEHBYRvmspaceX IR

=274 vmspace = obj_alloc(TYPE_VMSPACE, sizeof(xvmspace));
275 v if (!vmspace) {
276 r = —ENOMEM;
277 goto out_free_obj_vmspace;
278 }

==279 vmspace_init(vmspace);
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igdtvmregionfyitze
P EcIRERER

B REIBXRIIEI
— YMaarch64_ oI EASID

Hukkrintt

439
440
441
442
443
444
445
446
447
=448
449
450
451
452
453
454
455
456
457
458
459
460
461
462
463
464
465
466
467

int vmspace_inifl(struct vmspace *vm: e)

init_list_head(&vmspace->vmr_list);

/* Allocate the root page table page *x/
vmspace->pgtbl = get_pages(?);
BUG_ON(vmspace->pgtbl == NULL);
memset((void)vmspace->pgtbl, 0, PAGE_SIZE);

/* Architecture-dependent initilization */
arch_vmspace_init/(vmspace);

[k

* Note: acquire vmspace_lock before pgtbl_lock
* when locking them together.

*/

lock_init(&vmspace->vmspace_lock);
lock_init(&vmspace->pgtbl_lock);

vmspace->user_current_heap = HEAP_START;
lock_init(&vmspace->heap_lock);

/* The vmspace does not run on any CPU for now */
reset_history_cpus(vmspace);

/* Set the mmap area: this variable is protected
vmspace—>user_current_mmap_addr = MMAP_START;

return 0; 10



) 6l AE- I RAREIECEE
. PERFHIAMENENS, AERETEIEZS

241
242
243
244
=245
246
247
248
249
=250
251
252
253
254
255
=256
257
258

init_vmspace = obj_get(cap_group, VMSPACE_OBJ_ID, TYPE_VMSPACE);
obj_put(init_vmspace);

/* Allocate and setup a user stack for the init thread x/
stack_pmo = obj_alloc(TYPE_PMO, sizeof(xstack_pmo));
if (!'stack_pmo) {
ret = —ENOMEM;
goto out_fail;
}
pmo_init(stack_pmo, PMO_DATA, stack_size, 0);
stack_pmo_cap = cap_alloc(cap_group, stack_pmo, 7);
if (stack_pmo_cap < 0) {
ret = stack_pmo_cap;
goto out_free_obj_pmo;
}
ret = vmspace_map_range(init_vmspace, stack_base, stack_size,
VMR_READ | VMR_WRITE, stack_pmo);
BUG_ON(ret !'= 0);

11



) #lia{tpmobject

. 498 /%
° * 'J 499 * Initialize an allocated pmobject.
X m
500 % @paddr is only used when @type == PMO_DEVICE.
501 */
— 502 void pmo_init(struct pmobject *pmo, pmo_type_t .
- IRBREBITRGMEL: i T
: ° 504 {
505 memset((voidx)pmo, @, sizeof(xpmo));
— X FPMO_DATAZEEY,
— 507 len = ROUND_UP(len, PAGE_SIZE);
= /\ 508 pmo->size = len;
E?SZD @E"T’@fip\jﬁ g?g pmo->type = type;
511 switch (type) {
— S(ULEFPI\/IO_ANONYM%D p— PP case PMO_DATA: {
513 /%
%FU AT 514 % For PMO_DATA, the user will use it soon (we expect).
PMO_SHM;’(::, \KM 515 * So, we airectly allocate the physical memory.
= 516 * Note that kmalloc(>2048) returns continous physical pages.
ED%@B"T@EEW@, ﬁ'ﬁP\ZE 517 */ — I —
518 pmo—>start = (paddr_t)virt_to_phys(kmalloc(len));
. Rl
BlEradix_tree, HRIEFH 8 | |, breas
[STERN ::>521 case PMO_ANONYM:
ﬁ@ﬂﬁ'\]%ﬂlﬁlﬁ%ﬁlﬂi 522 case PMO_SHM: {
523 /*
AN 524 * For PMO_ANONYM (e.g., stack and heap) or PMO_SHM,
El)i I *XEI.EF% 525 * we do not allocate the physical memory at once.
526 */
527 pmo->radix = new_radix();
528 init_radix(pmo—>radix);
529 break; 12

530 by
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167 int vmspace_map_range(struct vmspace x , vaddr_t , Size_t
168 vimr_prop_t , struct pmobject xpmo)
169 v {
170 struct vmregion *vmr;
171 int ret;
* vimspace_map_range 172 ©
« 173 /* skip other code */I
/Z H 174
1' JJ @avmreg|0n :>175 vmr = alloc_vmregion();
g ) 176 v it (tvmr) {

177 ret = —-ENOMEM;

2' %Btn1’bvmreglon 178 goto out_fail;

. 179 }

3. JBvmregionflIlA\vmspace 18  vrstart - va;
181 vmr->size = len;
182 vmr—>perm = flags;
183 if (unlikely(pmo—>type == PMO_DEVICE))
184 vmr->perm |= VMR_DEVICE;
185
186 /* Currently, one vmr has exactly one pmo */
187 VvMr->pmo = pmo;
188
189 v /%
190 * Note that each operation on the vmspace should be protected by
191 * the per_vmspace lock, i.e., vmspace_lock
192 */
193 lock(&vmspace—>vmspace_lock) ;
194 ret = add_vmr_to_vmspace(vmspace, vmr);

195 unlock(&vmspace->vmspace_lock) ; 13



) JEvmregionIIAZElvmspaceH

- fi8Bvmregion2&B &%, ABIMANEE

78 /%
79 * This function should be surrounded with a lock.
80 *
81 * Modify the list with lock protection.
82 * Otherwise, concurrent operations may lead to erros.
83 */
84 static int add_vmr_to_vmspace(struct vmspace xvmspace, struct vmregion xvmr)
85 {
=——)>86 if (check_vmr_intersect(vmspace, vmr) != 0) {
87 kwarn("Detecting: vmr overlap\n");
88 BUG_ON(1);
89 return -EINVAL;
90 X
91
=92 list_add(&(vmr—>node), &(vmspace->vmr_list));
93 return 9;
94 }

14



) Cont. }§pmobjectiigiZithiit==arh

° Vmspace_map_range 203 int vmspace_map_range(struct vmspace xvmspace, vaddr_t va, size_t len,

204 vmr_prop_t flags, struct pmobject *pmo)
Z\ ; 205 {
1 - JJ @anreglon 206 .+« /% Omit some code x/
207
y /_\1 ; 208 /*
2. #Jgaftvmregion 200 % case-1:
210 * If the pmo type is PMO_DATA or PMO_DEVICE, we directly add mappings
V4> : 7] 211 * in the page table because the corresponding physical pages are
3- '{T.fvmregmn I:I)\ 212 *x prepared. In this case, early mapping avoids page faults and brings
213 * better performance.
vmspace 214 *
215 *x Case-2:
216 * Otherwise (for PMO_ANONYM and PMO_SHM), we use on-demand mapping.
V4 [l — -
4_ émebJeCtEgéﬁj\an¥ gg I/In this case, lazy mapping reduces the usage of physical memory resource.
#@IEP\]TT 219 if ((pmo—>type == PMO_DATA) || (pmo—>type == PMO_DEVICE))
? I :>220 fill_page_table(vmspace, vmr);

BLMBERES IR

15
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- BEFRRNRE, EMREDE
— 540, AEIPMO ANONYMBRETRIX et A &R

«  (64fi) APRPSIERAZERGH TERIRZ
— Ex86_64 L, ft& #PF (BRES13)

— ffaarch64 L, A64MELORIESEE (RESS)

- AERINGSE 7R (ESR) FRYEIRAA (EC) 2
ESR EL1 EC DABT LEL 8 ESR EL1 EC IABT LEL

18 #define /* Instruction Abort from a lower Exception level) x/
19 #define /* Data Abort from a lower Exception level */
16



static inline vaddr_t get_fault_addr()

{
E").l.gl vaddr_t addr;
i i l% IE asm volatile (" \n\t" :"=r" (addr));
*,-I- return addr;
}
19 void [do_page fault(u64 esr, u64 )
20 A
¢ ﬁﬂ!ﬁﬂ&ﬂﬁﬂgﬂﬂﬂt 21 vaddr_t fault_addr;
22 int fsc; // fault status code
. 23
- aarCh64- far_eH :>24 fault_addr = get_fault_addr();
25 fsc = GET_ESR_EL1_FSC(esr);
— X86 64: CR2 =26 switch (fsc) {
. 27 case DFSC_TRANS_FAULT_L@:
28 case DFSC_TRANS_FAULT_L1:
29 case DFSC_TRANS_FAULT_L2:
4 TR — QA - L -
- IRIBESRAEIRIATEE 0 oo orsCrmsTru: «
RifuE -
33 ret = handle_trans_fault(current_thread->vmspace, fault_addr);
34 break;
FS H N 35 }
Ba]h:F%EIEE (%nggj) 36 case DFSC_PERM_FAULT_L1:
. 37 case DFSC_PERM_FAULT_L2:
—_ 1:25@%%1% 38 case DFSC_PERM_FAULT_L3:
39 /% Support COW later x/
40
41 kinfo("do_pagd %S1x,"
42 " SLx,"
43 5 \n*,
44 fault_ins_addr, fault_addr, fsc);
45 BUG_ON(1);
46 break;

17
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° ﬁgﬂﬂjsﬁttﬂ!ﬂtﬁ?ﬂg gg i’nt handle_trans_fault(struct vmspace xvmspace, vaddr_t fa

. 30 struct vmregion *vmr;
ereglon 31 struct pmobject *xpmo;
32 paddr_t pa;
33 u64 offset;
o gguereg|on*ﬂ* gg u64 index;
36 VES
Egpmo 37 * Grab lock here.
38 * Because two threads (in same process) on different cores
39 * may fault on the same page, so we need to prevent them
40 * from adding the same mapping twice.
41 %/
42
43 lock(&vmspace—>vmspace_lock) ;
)44 vmr = find_vmr_for_va(vmspace, fault_addr);
45 if (vmr == NULL) {
46 kinfo("handle_trans_fault: no vmr find for va @x%lx!\n",
47 fault_addr);
48 kprint_vmr(vmspace);
49 // TODO: kill the process
50 kwarn("TODO: kill such faulting process.\n");
51 return —ENOMAPPING;
52 }
53 18

:>54 pmo = vmr->pmo;
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P ECHIER

{Eradix_treeFRicH
MERER

(TR INIRES

54
55
56
57 v
58
59

) S— )
61
62w
63
64
65
66

=67

69
70
71
=7
73
74
15 v

pmo = vmr->pmo;
switch (pmo->type) {
case PMO_ANONYM:
case PMO_SHM: {

/* Simplified code */

pa = virt_to_phys(get_pages(0));

BUG_ON(pa == 0);

/%

* Record the physical page in the radix tree:

* the offset is used as index in the radix tree
*/

kdebug("commit: index: %ld, @x%lx\n", index, pa);
commit_page_to_pmo(pmo, index, pa);

/* Add mapping in the page table *x/

lock(&vmspace—>pgtb1l_lock);

fault_addr = ROUND_DOWN(fault_addr, PAGE_SIZE);

map_range_in_pgtbl(vmspace, fault_addr, pa,
PAGE_SIZE, vmr-=>perm);

unlock(&vmspace—>pgtbl_lock);

19
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